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1Adana Alparslan Türkeş Science and Technology University, Department of Artificial Intelligence, Adana, 01250 ,
Türkiye
*acuvitoglu@atu.edu.tr

ABSTRACT

Time pressure and positional ambiguity are two fundamental cognitive constraints that threaten human performance in
sequential decision systems such as chess. However, the interactive and nonlinear nature of these factors has not yet
been sufficiently quantified. In this study, 39,922 ply-level positions from blitz games of seven elite chess players on the
Lichess platform were analysed using Stockfish 14.1 engine evaluation to examine how blunder probability varies across
time pressure and positional ambiguity regimes. Cluster-robust logistic regression and histogram-based gradient boosting
(HGB) models were applied comparatively and game phase included as a control variable. Permutation importance and
SHAP values were used for explainability analyses. The findings reveal that blunder probability amplifies nonlinearly under
the joint effect of low remaining time and high engine evaluation gap which is a pattern formally confirmed by restricted
cubic spline regression (∆AIC = 58.32 relative to a log-linear baseline). The proposed Amplification Index (AMPIND), defined
as the exponentiated interaction coefficient between extreme time pressure and positional ambiguity, showed an additional
error multiplier of approximately 5.1% at a 300 cp ambiguity level under the sub-10-second regime. This estimate remained
stable across four model specifications including game phase control, sensitivity analysis, and mixed effects modeling. The
HGB model achieved the highest discriminative performance (AUC = 0.806), and explainability analyses confirmed positional
ambiguity and time pressure as the dominant determinants of model decisions. These results demonstrate that human errors
are not random but concentrate under specific combinations of cognitive constraints. We offer a quantitative framework for
context-sensitive error modeling and provide generalizable findings that can form the basis for developing adaptive decision
support systems in human-centered AI research.
Keywords: Interpretable machine learning, Decision-making under uncertainty, Cognitive load, Blunder prediction, Explainable
AI, Time pressure

Introduction
In competitive environments, decision-making processes occur under a multifaceted cognitive load including time pressure,
uncertainty, and sequential move dependency1, 2. As in many fields, including esports, chess offers an ideal decision-making
environment where these dynamics can be observed in a controlled manner3, 4. Online chess platforms produce millions of
recorded games every day, allowing for high-resolution analysis of human decision-making behavior5, 6. Indeed, a large-scale
study examining the social network structures of chess players revealed that players form distinct communities based on their
Elo ratings, and top-rated players generally tend to play with players of similar ratings7. This finding reveals that performance
is related not only to individual factors but also to structural and network-based patterns.

Chess exhibits differentiation not only at the social network level but also at the neurocognitive level. Premi et al. conducted
an fMRI study examining the time-varying connectivity patterns of resting brain networks in master chess players8. The study
showed that expert players have a more dynamic chronnectome structure and make wider transitions between brain states.
These results suggest that long-term strategic decision-making experience may be related to cognitive flexibility. However, such
neurobiological studies are limited in explaining at what points the decision itself becomes fragile.

Understanding why decisions become fragile under these conditions requires grounding in established cognitive theory.
Simon’s concept of bounded rationality posits that decision-makers do not maximise utility but instead satisfice — selecting
options that are “good enough” given their limited computational capacity9. Under time pressure, this capacity is further
constrained. Maule and Edland demonstrated that time-pressured individuals adapt through acceleration and filtration strategies,
but that these coping mechanisms collapse under extreme temporal scarcity10. According to Kahneman’s dual process
theory, this happens because of the switch from System 2 (analytical) reasoning to the more prone to mistakes System 1
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(heuristic) reasoning due to time pressure11. Moreover, the added factor of positional ambiguity aggravates the situation.
From Sweller’s cognitive load perspective, decision-making becomes difficult when the sum of intrinsic load (complexity
of positional evaluation) and extraneous load (time pressure) exceeds the capacity of working memory12. This theoretical
agreement indicates that mistakes in decisions made by people are not random; instead, they are confined to particular sets of
circumstances which is a prediction this study tests empirically.

These studies explain both the structural and strategic dimensions of performance. However, systematic modeling of
cognitive breakpoints on a move-by-move basis is still limited. A more recent studies have focused on how micro-level
complexity in human decision-making processes produces macro-level performance outcomes13, 14. Yet, this type of analysis
usually explains the aftermath of the move. In other words, it defines complexity after an error occurs. Therefore, it becomes
important at this stage to determine whether the player’s likelihood of making a mistake is predictable before the move is
made15.

A blunder is a severe mistake in chess, typically resulting in a significant loss of positional advantage. Previous studies on
blunder prediction have mostly employed deep convolutional network approaches and have shown that contextual metadata
(including player rating, time information, and positional features) improves predictive performance15, 16. These models
demonstrate that human errors are not random but are related to specific contextual and positional factors. However, existing
approaches largely rely on implicit spatial representations of the board, and few have examined the interaction between time
pressure and positional ambiguity as a joint predictor of decision errors. The present study addresses this gap by operationalising
positional ambiguity through engine evaluation differences and modeling its amplifying interaction with time pressure17.

This study treats chess as a natural framework for interpretable machine learning analysis of human cognitive performance.
We aim to model the decision fragility that arises under time pressure and positional ambiguity quantitatively. Specifically,
we investigate how the interaction of remaining time and engine-evaluated positional ambiguity amplifies the probability of
error. Rather than focusing solely on classification performance, we define an Amplification Index (AMPIND) to capture the
magnitude of risk growth under extreme time pressure. In doing so, model outputs are considered not only in regard to accuracy
metrics but also with respect to the degree to which decision dynamics are amplified under specific cognitive constraints.

This study offers four primary contributions. First, we introduce a computational framework that rigorously examines
the nonlinear interaction between time pressure and positional ambiguity as joint predictors of decision errors. Second, we
demonstrate that blunder prediction can be performed reliably through optimised classification thresholds and game-level
cross-validation. Third, permutation importance and SHAP analyses identify the dominant cognitive determinants of model
decisions, linking predictive performance to theoretical interpretability. Finally, the proposed AMPIND metric demonstrates
that decision fragility is a measurable and quantifiable phenomenon that intensifies systematically under extreme time pressure.

Together, this research contributes to the existing literature on chess performance modeling and decision complexity, and
suggests a data-based framework for analyzing the degradation of human decision-making under increasing cognitive pressures.

Methods
Data Collection and Player Selection
Identification of Elite Players
The dataset has been designed to understand how elite chess players perform decision making under conditions of blitz time
control. At first, players were selected from among the top 45 chess players ranked in the FIDE Classical Elo ranking system,
as of February 11, 2026. The selection of elite level players is deliberate since by investigating such players who operate at the
upper boundary of human chess performance, one can understand decision fragility caused by cognitive limitations5, 15.

Lichess usernames for the players who have been considered as candidates have been found through public announcements,
tournaments’ broadcasting sessions, and online game references. Accounts that could not match to an actual person with
certainty have been excluded from the list.

The inclusion criteria were as follows:

• At least 400 rated blitz games played on Lichess18,

• Time control of 180+0 or 180+2,

• Game records publicly available in PGN format.

The selection of the 400 game mark was made to ensure consistent and active participation on the platform. Players who
play significantly fewer games indicate inconsistent or low motivation, which could affect the cognitive signal5. Out of the
total 45 participants, only 7 met the eligibility requirements following the verification and engagement filter. To maintain
homogeneity within the sample, an equal number of games (n = 400) was kept per participant.

Table 1 shows that a total of 7 elite players meeting these criteria were included in the final sample. Player usernames and
real names are anonymised in accordance with journal policy. Ratings are reported as recorded on the data collection date.

/

ACCEPTED MANUSCRIPTARTICLE IN PRESS

ARTIC
LE

 IN
 PR

ES
S

ARTICLE IN PRESS



Player Lichess Username FIDE Classical Rating Lichess Blitz Rating
Player 1 @player_1 2840 3131
Player 2 @player_2 2776 2918
Player 3 @player_3 2775 2869
Player 4 @player_4 2759 2906
Player 5 @player_5 2754 2665
Player 6 @player_6 2751 2837
Player 7 @player_7 2716 2883

Table 1. Elite Player Sample Characteristics.

Game Retrieval and Time Control Standardization
Game data were downloaded in PGN format via the Lichess open API18. Only rated blitz games were considered for each
player. The blitz format provides a suitable experimental setting for examining cognitive fragility under time pressure, as
shorter decision windows require more frequent moves compared to classical time controls.

The time control standardization process was implemented to create a uniform cognitive load environment among the
players. Only games with 180+0 and 180+2 time controls were included to form a uniform environment for time pressure while
minimizing any effects on increment. The data set consists of 2,800 games (7 players × 400 games) where 2,624 games were
in the 180+0 time control format, and 176 games were in the 180+2 time control format.

To examine whether there is any potential bias arising from the increment strategy, a sensitivity test of blunder rates and
prediction models’ performance between the two time control formats was performed; see the Results section for details.

Figure 1 summarises the complete data collection and preprocessing pipeline. Starting from the FIDE Classical top-45
ranking, candidate players were filtered through a multi-stage verification and engagement process, retaining only those whose
Lichess accounts could be confirmed with high confidence and who had played at least 400 rated blitz games. Following time
control standardisation, 2,800 games were downloaded and parsed at the ply level, retaining only decisions made by the target
player with at most 180 seconds remaining. Each position was then evaluated by Stockfish 14.1 to extract engine-based features,
and a binary blunder label was assigned based on a 150 cp centipawn loss threshold. The resulting final dataset comprises
39,922 positions across 7 elite players, with an 11.9% blunder rate.

Position Extraction and Feature Construction
Ply-Level Observation Unit
In this study, the unit of analysis used is “ply”, meaning half a move, rather than a full move. For each game, the PGN main
variant was traversed move by move, and only the moments when the target player made a decision were included in the dataset.
Each observation represents the player’s position immediately before making the move. At this stage, the FEN representation
of the board, the UCI code of the move played, the player’s ID, the game ID, and the remaining time at that particular play are
recorded.

Since multiple plies originate from the same game, observations within a game are not independent. This within-game
dependency was accounted for through game-level clustering in all subsequent statistical models.

Engine-Based Evaluation Pipeline
The position at each ply level was analyzed using a Stockfish 14.1 engine operated with fixed parameters: search depth = 12,
MultiPV = 2, threads = 1, and hash size = 512 MB. These parameters were held constant across all positions to ensure
comparability between games and players. The engine generated an evaluation of the best move for the given position, as well
as evaluations of alternative candidate moves. The move the player actually played was applied to the board, and the evaluation
of that move was calculated under the same conditions.

The difference between the best-move evaluation and the played-move evaluation was used to measure the loss of quality in
the move. Thus, an objective engine-based performance metric was obtained for each decision moment. Engine parameters
were kept constant for all positions to ensure comparability between different games and players.

Figure 2 illustrates this pipeline using a representative middlegame position in which it is White’s turn to move. Three
candidate moves are shown for illustrative purposes; the actual analysis pipeline employs MultiPV = 2, retaining only the best
and second-best moves for each position. At this stage, a total of 3 moves are shown visually to better illustrate the alternative
moves. These show the best chosen move and its 2 alternatives. The two best moves and one alternative for only illustration
only identified by the engine in this example were:
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1. dxc5 (+6.53)

2. Nxd5 (+0.52)

3. a3 (−0.45) (shown for illustration only)

Evaluation scores are expressed in pawn units from White’s perspective. The large gap between the top two candidates
(∆ = 6.01 pawns) indicates a low-ambiguity position. Because, one move is clearly superior. On the right side is the FEN
(Forsyth–Edwards Notation) corresponding to the same position. The FEN system allows for the repeatable and deterministic
reconstruction of positions by representing the piece distribution and game situation on the board in a single-line standard
format. This representation enables transparent and reproducible engine analysis and modeling processes.

Blunder Label Definition
Each ply received a binary blunder label. A move was considered a blunder when the centipawn loss was above 150 cp (1.5
pawns), while otherwise it was labeled as a non-blunder. This threshold was selected as a conservative criterion appropriate
for the present dataset, yielding a blunder rate of 11.9% consistent with the distributional properties of blitz chess15, 16 and
remained the same for all the players and positions.

This labeling yields an objective error criterion based on engine analysis, rather than a subjective one, which results in a
dataset including 4,749 blunders among 39,922 positions (11.9%).

Positional Ambiguity Modeling
Positional ambiguity is operationalised as the centipawn gap between the engine’s best move and the second-best alternative,
denoted sf_gap_cp. The method relies on the conceptualization outlined by Guid and Bratko17 that considers the engine
evaluation discrepancies to be objective indicators of move strength and choice complexity. In addition, it adheres to the
epistemological distinction between risk and ambiguity in that whenever the discrepancy between possible moves is low, there
is no clear preference, thus putting the chess player in the situation of ambiguity rather than risk19, 20.

A small sf_gap_cp value implies that multiple moves are of comparable quality according to engine evaluation, making
the optimal choice objectively indeterminate (high objective ambiguity). It should be noted that this measure captures engine-
defined decision structure rather than the subjective uncertainty or cognitive conflict experienced by the player; the relationship
between objective and perceived ambiguity remains inferential. A large value indicates that one move is clearly superior (low
ambiguity). The use of differences in centipawn evaluations has been quite common as an indirect measure of decision difficulty
in chess analytics studies14–16.

For discrete analyses, sf_gap_cp was partitioned into three categories: high ambiguity (≤30 cp), moderate ambiguity
(30–80 cp), and low ambiguity (>80 cp). The chosen cut-off points can be considered representative of decision-making
environments where a certain move is slightly superior, moderately superior, and strongly superior to the alternative, and
follow earlier operationalizations14, 15. In continuous models, sf_gap_cp was scaled to 100 cp units and capped at the 99th
percentile (p99 = 5764.9 cp) to limit leverage from extreme values.

Time Pressure Representation
Time pressure was operationalised as the remaining clock time (time_left_sec) at each ply. Although other measures
like move number, time used per move, or total time usage would have captured time pressure, remaining time is more
straightforward as an indication of the time constraint imposed on the decision-making individual21, 22. This measure captures
the resource available directly instead of inferring the pressure from prior behavior.

Logarithmic transformation was performed on the time variable in the regression models in order to capture the reduced
sensitivity to time change when time is longer, but still sensitive to abrupt changes when time is shorter, following the pattern
observed in the non-linear stress responses under time pressure10.

For categorical analyses, time was divided into five fixed intervals: <10, 10–30, 30–60, 60–120, and 120–180 seconds. A
separate binary indicator variable (extreme_lt10) was defined for positions with fewer than 10 seconds remaining. The
selection of this threshold value is because of the empirical evidence that blunder rates increase sharply below 10 seconds for
blitz chess, and this was done after a sensitivity test using different values of thresholds (5, 8, 10, 15, and 20 seconds). Results
are reported in the Results section

Statistical Modeling Framework
The relationship between time pressure and positional ambiguity and the binary blunder label was modelled using logistic
regression. In all models, the dependent variable is binary, with yi = 1 indicating that ply i was labelled as a blunder. All
interaction effects were interpreted through marginal probabilities rather than raw log-odds coefficients, following best practices
for nonlinear probability models23.
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Baseline Logistic Model
The baseline model estimates the main effects of time pressure and positional ambiguity on blunder probability through
continuous representations:

logit(P(yi = 1)) = β0 +β1 log(ti +1)+β2 gapi + γp(i) (1)

Here, ti is the remaining time at ply i (in seconds), log(ti+1) is its log-transform, gapi is the scaled centipawn gap (in 100 cp
units), and γp(i) represents player fixed effects. This model serves as a reference for examining each predictor’s independent
contribution. Coefficients are reported as odds ratios after exponential transformation.

Time × Ambiguity Interaction Model
To test whether time pressure and positional ambiguity jointly amplify the probability of error, a multiplicative interaction term
was added to the baseline model:

logit(P(yi = 1)) = β0 +β1 log(ti +1)+β2 gapi +β3
(
log(ti +1)×gapi

)
+ γp(i) (2)

The coefficient β3 captures whether the effect of positional ambiguity on blunder probability varies as a function of
remaining time. As noted above, in nonlinear probability models, the significance and direction of interaction terms must be
interpreted through marginal effects on the probability scale rather than through log-odds coefficients alone23.

In addition to the continuous interaction approach, a second interaction approach was used to estimate the model without
imposing a linear relationship. Both time and ambiguity were grouped into the fixed categories described earlier, and coefficient
estimates were obtained by contrasting the reference group. As a result, a time × ambiguity risk surface is obtained, which is
called the cognitive fragility surface, showing nonlinear clustering of error risk in certain regimes.

Extreme Time Regime Modeling
To examine whether extreme time pressure induces a qualitatively distinct error regime, a binary indicator variable was defined
for positions with fewer than 10 seconds remaining:

extremei = 1(ti < 10) (3)

The interaction between this indicator and positional ambiguity was tested using the following model:

logit(P(yi = 1)) = β0 +β1 log(ti +1)+β2 gapi +β3 extremei +β4
(
extremei ×gapi

)
+ γp(i) (4)

The coefficient β4 measures whether the effect of positional ambiguity on blunder probability is further amplified under
extreme time pressure, independent of the overall time effect. To quantify this amplification concretely, the Amplification Index
(AMPIND) is defined as the exponential transformation of β4:

AMPIND = eβ4 (5)

This measure shows the multiplicative factor by which the ratio of error probabilities increases per 100 cp increase in
uncertainty attributable exclusively to the extreme time regime. An AMPIND > 1 indicates that positional ambiguity amplifies
error risk more strongly, when less than 10 seconds remain.

Each model in this family further accounts for the game phase (either opening, middlegame, or endgame, based on the ply
count) as an independent variable. The classification of the game phases and the impact of each phase on blunder probabilities
are explained in the next section below.

Game-Level Cluster-Robust Estimation
Plies within the same game are not independent, as decisions may correlate due to game context, positional flow, and
psychological momentum. Therefore, all logistic models were estimated with cluster-robust standard errors at the game level
(lichess_game_id).

Mathematically, this approach refines the variance-covariance matrix into the following sandwich form24, 25 while preserving
classical maximum likelihood estimation:
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VCR = (X ′WX)−1

(
G

∑
g=1

X ′
gûgû′gXg

)
(X ′WX)−1 (6)

where G is the total number of game clusters, Xg is the submatrix of covariates for game g, and ûg is the corresponding
residual vector. This correction provides more reliable confidence intervals and significance tests by accounting for within-game
correlation24, 25.

To additionally account for player-level heterogeneity, a Bayesian mixed effects logistic regression with a random intercept
for player was estimated as a robustness check; results are reported alongside the primary models.

Game Phase Control
Decision complexity and blunder rates vary systematically across game phases1. To control for this confound, a game phase
variable was derived from ply number and included as a covariate in all logistic models. Three phases were defined based on
standard chess periodisation:

• Opening: ply ≤ 20 (first 10 moves)

• Middlegame: 20 < ply ≤ 80

• Endgame: ply > 80

This ply-based operationalization is consistent with prior computational chess research and provides a tractable, reproducible
phase classification without requiring material-count heuristics17. The distribution of blunder rates across phases and the effect
of game phase control on primary model estimates are reported in the Results section.

Nonlinearity Test
To formally assess the nonlinearity of the association between the amount of time remaining and blunder probability as suggested
theoretically and from descriptive analysis results, a restricted cubic spline (RCS) estimation approach was considered as an
alternate method to the log-linear regression model. The RCS regression involves splitting the continuous independent variable
into different sections using a set of knots where cubic polynomial equations can be fitted23.

The three knots were positioned at the 10th, 50th, and 90th percentiles of the log_time distribution, according to usual
recommendations for spline knot selection. The game phase and player fixed effects were used as covariates. The fit comparison
between the spline and log-linear models was made through the Akaike Information Criterion (AIC); if the latter is smaller for
the spline model, it indicates that nonlinearity exists even after the log transformation of the time variable.

Sensitivity Analysis
Sensitivity analyses were performed to evaluate the validity of the primary results.

First, to determine if the 180+2 time control format introduced any form of bias in comparison with the 180+0 interval
structure, blunder rates and estimates from the primary regression models for the two different time control structures were
analyzed. A chi-square test for independence was performed to determine differences in blunder rates.

Second, to evaluate whether the extreme time threshold of 10 seconds was an appropriate cut-point rather than an arbitrary
choice, the extreme time regime model was re-estimated using alternative thresholds of 5, 8, 15, and 20 seconds. The stability
of AMPIND and its statistical significance across these specifications was examined. Results of both sensitivity analyses are
reported in the Results section.

Robustness Checks
To assess whether the primary findings were sensitive to modelling assumptions, two additional robustness checks were
conducted.

First, to account for player-level heterogeneity beyond fixed effects, a Bayesian binomial mixed effects logistic regression
was performed with a random intercept for player, done with bambi in Python (version 0.13.0) where the default weakly
informative priors were assumed (Normal(0, 1) on the fixed effects, and HalfNormal(1) for the random effect standard deviation).
Posterior samples were generated from four chains, each of which included 2,000 draws. Convergence was assessed using the
R̂ statistic. This specification allows player-specific baseline blunder tendencies to vary freely, providing a more conservative
test of the amplification effect than fixed-effects models alone25.

Second, to examine whether AMPIND estimates were stable across different model specifications, the extreme time regime
model was re-estimated under four conditions: (i) the original specification without game phase control, (ii) with game phase
control added, (iii) restricted to 180+0 games only, and (iv) using the mixed effects specification. Consistency of AMPIND
across these four specifications provides evidence of robustness independent of modelling choices. Results are reported in the
Results section.
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Machine Learning Benchmark
Beyond statistical models, supervised machine learning approaches were applied to evaluate the predictive power of time
pressure and positional ambiguity as blunder predictors. The aim of this benchmark is to assess discriminative performance
rather than causal interpretation26.

All models were trained and evaluated on a ply-level dataset filtered to positions with remaining time ≤180 seconds.

Game-Level Train–Test Split
To prevent data leakage, training and testing splits were performed at the game level via lichess_game_id. Including plies
from the same game in both training and test sets would allow models to exploit within-game contextual patterns, inflating
performance estimates.

A GroupKFold cross-validation with 5 folds was employed, dividing the games into five equally sized partitions. For each
fold, four partitions were used as training data, and the remaining partition was the test set. The approach ensures that each
game is present in the test set only once. All results have been calculated based on the mean values from the five independent
test sets. This strategy controls inter-ply dependency while reducing variance in performance estimation

Model Architectures
Linear and non-linear models were considered for analysis. The continuous variables were z-normalized, while the categorical
variables were encoded using the one-hot encoding method before fitting the models.

Logistic regression served as a linear baseline, with class weights adjusted to account for the imbalanced target distribution.
Random Forest was employed to capture nonlinear relationships through ensemble averaging27. Histogram Gradient Boosting
(HGB), a scikit-learn implementation inspired by LightGBM28, was included as a high-performance tree-based gradient
boosting variant29. XGBoost was included as an additional gradient boosting comparison30.

Model inputs comprised log-transformed remaining time (log_time), scaled positional ambiguity (gap_100), an
extreme time indicator (extreme_lt10), a time × ambiguity interaction term, categorical time and ambiguity bands, and
player identity. The interaction term is deliberately introduced because the models have to identify the influence of time pressure
together with that of positional ambiguity; a task that cannot be effectively done by linear models based on separate predictors.

Evaluation Metrics
Model performance was evaluated on the held-out test fold of each cross-validation split, and metrics were averaged across
the five folds. ROC-AUC served as the primary evaluation metric, as it measures discriminative ability independently of the
classification threshold and provides a reliable benchmark under class imbalance27.

Apart from the above, Average Precision (AP) metric was calculated to measure model sensitivity in identifying the blunder
class, which is the minority one, since AP metric takes into account the balance between precision and recall at different
thresholds.

In addition, for threshold-based performance analysis, the classification threshold was optimised based on maximising the
F1 score. At the optimum classification threshold, precision, recall, false positive rate (FPR), false negative rate (FNR), F1,
and accuracy were calculated. While accuracy was calculated along with other metrics for the sake of completeness, it was
interpreted alongside AUC, AP, and F1 given its known sensitivity to class imbalance. The full set of threshold-optimised
metrics is reported in the Results section

Permutation-Based Feature Importance and SHAP Analysis
Two distinct explainability techniques were used to calculate the relative importance of the features contributing to the
predictions26.

Permutation importance was calculated for each feature independently by randomly permuting its values in the test set and
observing the drop in ROC-AUC27, 31. Larger drops in ROC-AUC imply higher importance of that feature. The technique was
conducted in five cross-validation iterations, producing five separate importance scores for each feature, the final importance
was reported as the mean and standard deviation across folds.

SHAP (SHapley Additive exPlanations) scores were also calculated for a theoretically rigorous decomposition of model
predictions32. The SHAP scores are rooted in cooperative game theory and have desirable properties such as local accuracy,
consistency, and missingness. Mean absolute SHAP values were employed to compute feature importance scores globally, and
SHAP analysis was conducted for the enlarged one-hot feature set in order to compare the relative importance of continuous
and categorical representations of time and ambiguity33.

Permutation and SHAP analyses together constitute converging evidence about the cognitive factors that influence model
performance, connecting their predictive power to the theoretical background established in the Introduction.
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Illustrative Example
For illustration purposes, Figure 3 showcases an example of the pipeline starting from the engine evaluation and ending with
blunder labeling, model prediction, and explainability. The particular position used in the figure comes from Norway Chess
2020 (Round 9): move 69, and 5 seconds left on White’s clock. In this case, due to the extremely high time pressure and
positional ambiguity (sf_gap_cp = 1,150 cp), white player made a move Kc3 rather than Kd2 (engine’s recommendation). This
led to the loss of 1,150 cp, which is higher than the threshold of 150 cp. The AMPIND for this position (= 1.209) confirms that
the combination of extreme time pressure and high positional ambiguity substantially elevated the error risk.

Results

Descriptive Statistics
The final dataset comprises 39,922 positions with complete engine and time evaluation records. Of these, 4,749 (11.9%) were
labelled as blunders, indicating moderate class imbalance. Observations span 1,337 games across 7 elite players, with each
player contributing approximately 13–15% of the total positions.

Time remaining was right-skewed, with a median value of 78 seconds and an interquartile range of 37–117 seconds.
Although most of the positions belong to the 60–120 second class, the important low-time class (<10 seconds) is adequately
represented.

The engine gap (sf_gap_cp) had a median of 24 cp with an interquartile range of 6–89 cp. With the small value of the
median, one may conclude that most positions have a definite best move. However, the very high right tail, reaching 99th
percentile (p99 = 5764.9 cp), indicates that there are enough genuinely ambiguous positions for analysis.

In the case of all categories, 55.5% of the positions belonged to the category HighAmb, while 26.7% belonged to LowAmb
and 17.9% to MedAmb. The level of ambiguity in most cases appears to be very high, which is congruent with the concept of
blitz time controls, where players encounter situations without adequate preparation time.

The blunder rates varied systematically according to game phases: opening 1.2%, middlegame 14.1%, and endgame 18.0%.
These results provide evidence that game phase is a significant confounding variable and hence should be considered a covariate
in all logistic regressions.

Table 2 summarises the key dataset characteristics.

Metric Value
Total positions 39,922
Blunders (n, %) 4,749 (11.9%)
Unique games 1,337
Unique players 7
Time (median [Q1–Q3]) 78 [37–117] sec
Eval gap (median [Q1–Q3]) 24 [6–89] cp
Eval gap p99 5764.9 cp

Table 2. Descriptive Statistics of the Analysis Dataset.

Blunder Probability as a Function of Time
The impact of time pressure on blunder probability was investigated using both descriptive and parametric methods. Figure 4
presents the empirical fragility curve, showing that blunder rate increases monotonically as remaining time decreases. At the
lowest time frame (<10 seconds), the blunder rate reaches approximately 24%, while in the 120–180 second range it drops
below 5%. It is clearly nonlinear since there is a pattern of increasing error probability when the time remaining decreases. It
corresponds with the cognitive load theory hypothesis on the basis of which there is expected performance collapse at certain
thresholds12.

For parametric validation, blunder probability was modelled via a logarithmic time transformation (Equation ??). The
log(time) coefficient was statistically significant and negative (β1 = −0.527, z = −37.35, p < 0.001), indicating that a
proportional decrease in remaining time leads to a strong increase in blunder probability. The log-likelihood ratio test confirms
that the model fits significantly better than the null model (LLR p < 10−290). McFadden’s pseudo-R234 of 0.045 indicates
that time alone explains a limited but statistically reliable portion of error variance, suggesting it is a key trigger rather than a
sufficient explanation of decision fragility.

For testing the nonlinearity implied by the fragility curve, we estimated the spline regression (Figure 5) as an alternative
specification to log-linear regression. Spline regression fit the data much better compared with the log-linear baseline model
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(∆AIC = 58.32), providing formal statistical evidence that the relationship between remaining time and blunder probability is
nonlinear beyond the log transformation23.

Interaction Effects: Time × Ambiguity
A logistic regression analysis with an interaction term was performed to test for the impact of both time pressure and positional
ambiguity under consideration. In addition to player fixed effects, errors were clustered by the game.

Time exerted a strong negative effect on blunder probability (β = −0.517, OR = 0.596, p < 0.001), indicating that a
one-unit increase in log(time) is associated with approximately a 40% reduction in error odds. Positional ambiguity (gap_100)
was positive and significant (β = 0.017, OR = 1.017, p < 0.001), reflecting a 1.7% increase in error odds per 100 cp increase in
the engine evaluation gap. This suggests that positions with closely matched candidate moves are cognitively more demanding.

In the initial specification, the continuous interaction variable log(time)×gap_100 was not significant (β =−0.0014,
p = 0.291). When controlling for game phase, however, the continuous interaction variable becomes significant (β =−0.005,
p < 0.001). This suggests that, in the absence of control for game phase, some portion of the linear interaction effect may
have been partially masked by game phase confounding. The conditional odds ratio also shows that the effect of ambiguity is
greater at lower values of time; for instance, the odds ratio at a 5-second time level with a +100 cp change is approximately
OR ≈ 1.015 compared to OR ≈ 1.010 at 150 seconds.

Even though the linear effect is small, the categorical time×ambiguity surface (Figure 6) plot shows that the interaction
is indeed nonlinear, with error rates rising drastically in the <10 second and low ambiguity gap regime. The implication is
that fragility arises only at particular cognitive thresholds and not uniformly, as implied by the linear effect. See Table 3 for
complete regression results.

Variable Coef (β ) OR 95% CI p-value
log(time) −0.517 0.596 [0.568–0.626] < 0.001
gap_100 0.017 1.017 [1.008–1.026] < 0.001
log(time)×gap_100 −0.0014 0.999 [0.996–1.001] 0.291
Player fixed effects included; standard errors clustered by game_id.
† When game phase was added as a covariate, the interaction term

became statistically significant (β =−0.005, p < 0.001),
suggesting partial masking by game phase confounding in the unadjusted model.

Table 3. Cluster-Robust Logistic Regression: Time × Ambiguity Model (baseline, without game phase control). †See note
below for game-phase-adjusted estimates.

Extreme Time Regime Amplification
In order to examine whether the time pressure, being extremely low (<10 seconds), affects the impact of positional ambi-
guity on blunder probability, we included both the variable extreme_lt10 and the interaction between gap_100 and
extreme_lt10 into our model. Standard errors were clustered at the game level24, 25.

The log(time) variable retained a strong negative effect (β =−0.657, OR = 0.518, p < 0.001), and gap_100 remained
positive and significant (β = 0.0179, OR = 1.018, p < 0.001). The extreme_lt10 indicator alone had a negative coefficient
(β = −0.824, OR = 0.439, p < 0.001), reflecting lower baseline blunder rates in the extreme time bin when ambiguity is
not considered. The critical finding is the interaction term: gap_100 × extreme_lt10 was positive and significant
(β = 0.0165, OR = 1.0166, p < 0.001; Table 4), confirming that positional ambiguity amplifies blunder risk specifically under
extreme time pressure.

As defined in the Methods section, the AMPIND quantifies this amplification as the exponential transformation of β4.
The estimated AMPIND100cp = 1.0166 (95% CI [1.0080–1.0256]) indicates that each additional 100 cp increase in positional
ambiguity increases error odds by approximately 1.66% in the sub-10-second regime relative to normal time conditions. At
300 cp ambiguity, this compounds to AMPIND300cp = 1.0506 (95% CI [1.0243–1.0788]), corresponding to a 5.1% additional
error multiplier. The amplification is negligible at the median ambiguity level of 24 cp (AMPIND ≈ 1.004), confirming that the
mechanism operates specifically at high-ambiguity positions.

Figure 7 presents predicted blunder probability curves showing that the combination of low remaining time and high
positional ambiguity produces a sharp jump in error probability. In regimes below 5 seconds at the 90th percentile of ambiguity,
predicted blunder probability reaches the 30–50% range.
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Variable Coef (β ) OR 95% CI (OR) p-value
log(time) −0.657 0.518 [0.489–0.550] < 0.001
gap_100 0.0179 1.018 [1.014–1.022] < 0.001
extreme_lt10 −0.824 0.439 [0.357–0.539] < 0.001
gap_100 × extreme_lt10 0.0165 1.017 [1.008–1.025] < 0.001
Player fixed effects included; standard errors clustered by game_id24, 25.

Table 4. Cluster-Robust Logistic Regression for Extreme Time Amplification (<10s).

Sensitivity Analysis
Time Control Format
To assess whether the 180+2 increment format introduced systematic bias, blunder rates were compared across the two time
control conditions. The blunder rate was identical in both formats (180+0: 11.9%; 180+2: 11.9%), and a chi-square test
of independence confirmed no significant difference (χ2 < 0.001, p = 1.000). Furthermore, the AMPIND estimated on the
180+0-only subsample (AMPIND100cp = 1.0174, 95% CI [1.0096–1.0253]) was virtually identical to the full-sample estimate
(1.0172), confirming that the increment mechanism did not materially influence the primary findings.

Extreme Time Threshold
To evaluate whether the 10-second threshold was appropriate rather than arbitrary, the extreme time regime model was re-
estimated using alternative thresholds of 5, 8, 15, and 20 seconds. Table 5 reports AMPIND estimates across all specifications.
The amplification effect was statistically significant at all thresholds (p < 0.01), with the strongest effect observed at <8s and
<10s. This pattern confirms that 10 seconds represents an empirically supported critical boundary rather than an arbitrary
cut-point.

Threshold β AMPIND100cp p-value
<5s 0.0126 1.0127 0.0081
<8s 0.0179 1.0181 < 0.001
<10s 0.0171 1.0172 < 0.001
<15s 0.0123 1.0124 < 0.001
<20s 0.0116 1.0117 < 0.001
All models include game phase control and player fixed effects.

Table 5. Sensitivity of AMPIND estimates across alternative extreme time thresholds.

Robustness Checks
In Table 6, we give AMPIND values estimated using four different models, namely the original model excluding the control of
game phase, the model controlling game phase, the subsample excluding the 180+0 condition, and the Bayesian mixed effects
model with player-level random intercept. The estimate of AMPIND100cp varied only slightly within all specifications, from
1.0166 to 1.0174, and was significant in all cases (p < 0.001). In addition, there was a small degree of variability across players
in terms of the random effect of player (SD = 0.187). These results confirm that the amplification effect is robust to modelling
assumptions and is not attributable to a specific time control format or player-level confounding.

Model β AMPIND100cp p-value
Original (no game phase) 0.0165 1.0166 < 0.001
Game phase controlled 0.0171 1.0172 < 0.001
180+0 only (sensitivity) 0.0174 1.0174 < 0.001
Mixed effects (player RE) 0.0172 1.0173 < 0.001
All models include player fixed/random effects and cluster-robust SE.

Table 6. Robustness of AMPIND estimates across model specifications.

Machine Learning Performance
To prevent data leakage at the game level, five-fold GroupKFold cross-validation was applied, and splitting was performed
on the lichess_game_id variable. Models were compared using logistic regression (LogReg), random forest (RF)27,
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histogram-based gradient boosting (HGB)29, and XGBoost (XGB)30.
Threshold-independent measures are provided in Table 7. HGB attained the best discrimination results (AUC = 0.806 ±

0.004; AP = 0.360 ± 0.016). In the case of the blunder class, the recall value at the default threshold (0.5) was rather low for
tree-based models.

Threshold was therefore optimised based on the F1 measure obtained from out-of-fold predictions. With optimal threshold
(t = 0.202), F1 score of HGB = 0.421 was observed for the most balanced precision and recall. The low F1 score obtained from
the default threshold indicated a more conservative estimate of the probability scores and not poor performance of the model.
Table 8 presents optimised threshold results, including precision, recall, false positive rate, false negative rate, and accuracy
measures of all the models considered. Figure 8 shows the confusion matrix of the HGB model with an optimised threshold.
Based on these results, HGB was selected as the final prediction model.

Model AUC (mean±sd) AP (mean±sd) F1 (mean±sd) ACC (mean±sd)
LogReg 0.783±0.005 0.329±0.011 0.377±0.007 0.714±0.003
RF 0.800±0.006 0.353±0.014 0.400±0.007 0.754±0.002
HGB 0.806±0.004 0.360±0.016 0.113±0.017 0.882±0.003
XGB 0.795±0.004 0.339±0.018 0.164±0.018 0.880±0.003

Table 7. Machine-learning benchmark results under 5-fold game-level cross-validation (default threshold = 0.5).

Model Threshold Precision Recall FPR FNR F1
LogReg 0.630 0.304 0.582 0.2874 0.2733 0.399
RF 0.581 0.319 0.599 0.2367 0.3123 0.416
HGB 0.202 0.327 0.591 0.1639 0.4089 0.421
XGB 0.222 0.334 0.525 0.0144 0.9008 0.409
Optimal threshold maximises F1 based on out-of-fold predictions. FPR = false positive rate; FNR = false negative rate.

Table 8. Threshold-optimised performance metrics for all models.

Explainability Analysis
Permutation importance27, 31 and SHAP32 analyses were performed under 5-fold GroupKFold cross-validation to identify which
variables drive model decisions.

Permutation importance results are shown in Table 9. Positional ambiguity (gap_100) emerged as the strongest pre-
dictor (∆AUC = 0.144± 0.019), followed by time pressure (log_time, ∆AUC = 0.115± 0.006). The interaction effect
(log_time_x_gap100) gave an additional moderate and consistent contribution (∆AUC = 0.012±0.005), confirming that
the compounding effect of time and ambiguity carries incremental predictive value over and above each of these two variables.
Player identity provided a minimal contribution to prediction power (∆AUC = 0.005±0.001). Finally, categorical bins for
both time and ambiguity were not informative (∆AUC ≈ 0.000), indicating that continuous variables already contain all the
information.

In Figure 9, grouped permutation importance confirms the dominance of the ambiguity group, followed by the time group,
with player identity playing an insignificant role. This is in accordance with the theoretical framework, wherein cognitive
fragility is influenced more by the combined effect of positional ambiguity and time pressure rather than individual player
attributes.

Supporting evidence from SHAP analysis (Figure 10) includes the mean absolute SHAP being highest for num_log_time
and num_gap_100, together comprising almost all predictive signal. The highest mean absolute SHAP values are found for
log_time (mean |SHAP|= 0.859) and gap_100 (mean |SHAP|= 0.781), followed by player identity features (together
contributing ≈ 0.12), confirming that the constraints imposed on cognition are more significant than playing style per se. The
low SHAP contribution from categorical representations of time and ambiguity bins further supports using their continuous
representations in modeling.

Discussion
This study quantitatively demonstrates that human decision-making processes become systematically more fragile under time
pressure and positional ambiguity. The results indicate that the possibility of error is not associated with an independent
variable but rather with low remaining time and higher positional ambiguity, which either individually or together result in the
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Feature ∆AUC (mean) ∆AUC (std)
gap_100 0.1441 0.0192
log_time 0.1146 0.0058
log_time_x_gap100 0.0122 0.0048
player 0.0050 0.0012
time_bin 0.0001 0.0001
extreme_lt10 ≈0.000 ≈0.000
amb_bin ≈0.000 ≈0.000
Categorical bins add negligible information beyond continuous representations.

Table 9. Permutation importance of input features (∆AUC, mean ± std over 5-fold GroupCV).

possibility of error. These results align with the literature on the effect of time pressure on decision-making errors among master
chess players21, 22, and the role of positional ambiguity in decision quality. These results are consistent with the predictions of
cognitive load theory and dual-process theory, which suggest that if both the extraneous load (time pressure) and intrinsic load
(positional ambiguity) overload the working memory at the same time, the decision quality suffers in a non-linear manner rather
than incrementally11, 12. In particular, for chess, this finding is consistent with past studies indicating decision vulnerability at
crucial positional tipping points13. The present study extends this line of inquiry by demonstrating that such complexity has not
only a descriptive but also a predictable risk structure.

It has been observed that time pressure alone does not produce errors, but when combined with ambiguity, the risk increases
sharply. Under extreme time pressure, the AMPIND values demonstrate that the probability of error increases in a systematic
and compounding manner. This finding points to the context-sensitive nature of human performance. Large-scale performance
analyses have shown that players experience “hot” and “cold” seasons throughout their careers, and that behavioural patterns
evolve over time5. Our findings provide quantitative evidence of the conditions under which these performance fluctuations
are triggered at the micro level. In other words, the decline in performance is not random and is concentrated in specific
decision-making situations.

Positional ambiguity, represented by sf_gap_cp, emerged as an independent risk multiplier. This is conceptually
consistent with research quantifying the complexity of chess openings and positions through network-based approaches, in
which complexity directly increases the probability of error6. The present operationalisation of ambiguity as the engine
evaluation gap between candidate moves also aligns with the epistemological distinction between risk and ambiguity: when no
clearly superior move exists, the position is characterised by high objective ambiguity in the engine-defined sense, approaching
the conditions of genuine ambiguity rather than calculable risk 19, 20. Previous research has shown that expert chess players
exhibit more dynamic and wider brain state transitions8, highlighting the role of cognitive flexibility in navigating ambiguous
situations. The present findings suggest that decision quality deteriorates systematically when such flexibility is constrained,
particularly under the compounding effect of time pressure.

An important methodological implication emerged from the comparison between statistical models and machine learning
models. Whereas logistic regression was capable of capturing simple relationships, its ability to model nonlinear interactions
was relatively poor. On the other hand, the HGB model performed better in capturing the nonlinear risk increase caused by
low time remaining and high ambiguity. This suggests that human errors arise from complex, interactive processes rather
than simple linear thresholding. Prior work on human move prediction and blunder forecasting has demonstrated that models
incorporating contextual information substantially outperform baselines15, 16. The present study similarly demonstrates that
explicitly modelling the decision context improves classification performance.

While the interaction effect β4 in the logistic regression captures the interaction effect between the two variables, the
AMPIND gives us the amplification phenomenon in the form of a multiplicative risk factor in a more intuitive way by placing
it on the probability scale. That is because unlike in linear models where the interaction effect measures the effect size, in
non-linear probability models, the actual effect size cannot be determined from just the interaction effect value23. AMPIND
therefore offers a more transparent and theoretically grounded summary of the amplification effect. It should be noted that
AMPIND is mathematically derived directly from the interaction coefficient β4 and does not introduce new statistical information
beyond the underlying model structure. Its primary value lies in interpretability and the communication of interaction magnitude
on the probability scale, rather than independent theoretical novelty.

The present study has several limitations. First, the analysis is based on a single time control format and platform; effect
sizes may differ under alternative formats such as classical or bullet chess, or on other online platforms. Second, sf_gap_cp
quantifies positional ambiguity from an engine perspective and captures objective decision structure rather than subjective
perceptual complexity or cognitive conflict experienced by the player. A player may perceive a position as highly ambiguous
even when the engine identifies a clearly superior move, and conversely may feel confident in a position that the engine rates as
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objectively ambiguous. The relationship between engine-defined and psychologically experienced ambiguity therefore remains
an open empirical question. Furthermore, as demonstrated in biological control systems, complexity measures such as entropy
are strongly context-dependent and should not be interpreted as universally directional markers of system performance36, 37.
Third, the sample comprises seven elite players, which was a deliberate methodological choice to examine cognitive fragility at
the upper boundary of human performance rather than across skill levels; however, findings may not generalise to amateur
or club-level players. Fourth, individual player attributes — including playing style, rating trajectory, and fatigue — were
not explicitly modelled. Future work should integrate personalised player profiles to develop more targeted vulnerability
models15, 16. Fifth, the relatively high false negative rate observed at the optimal threshold (FNR = 0.409 for HGB; FNR = 0.901
for XGBoost) indicates that a substantial proportion of blunders are not detected by the model. This limits the applicability of
the model for real-time predictive or applied settings where high recall is required, and should be considered when interpreting
the practical utility of the blunder prediction framework.

While the framework may be applicable to other domains where sequential decision-making processes are required (e.g.,
stock market analysis, medicine, and strategy), its use must be validated before any application can be transferred. Chess
provides a deterministic, fully observable, and feedback-complete environment in which move quality can be objectively
evaluated via engine analysis. In contrast, many real-world decision systems involve stochasticity, partial observability, and
delayed or absent feedback, which fundamentally alter the structure of ambiguity and the nature of time pressure. Generalisation
of the present findings therefore requires domain-specific validation rather than direct transfer.

The current study shows that human decision-making mechanisms become inherently fragile when operating under
conditions that involve time constraints and lack of positional clarity. Such fragility can be quantified, modeled, and predicted.
While the current study uses chess as its foundation, it also offers a more general approach to interpreting the risk structures
that develop from human behavior in sequential decision-making frameworks. This research, therefore, offers a quantitative
perspective on error modeling in human-centered artificial intelligence.
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Figure 1. Data gathering and processing pipeline. Blue: data acquisition; orange: inclusion criteria; grey: processing stages;
purple: blunder labeling; green: processed data set. Pipeline starts with FIDE top-45 players, and results in 39,922 ply-level
positions.
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Figure 2. Engine-based illustration of positional ambiguity and candidate move dispersion in a representative midgame
position. Left: Chessboard with three candidate moves shown for illustrative purposes; the analysis pipeline uses MultiPV = 2.
Right: FEN representation of the same position.

Figure 3. Single position example with end-to-end pipeline (Norway Chess 2020, move 69). Green arrow: engine move
(Kd2); red arrow: actual move (Kc3). Correspondence between panels and pipeline components: engine evaluation, feature
extraction, blunder labeling, model prediction, SHAP explanation, and AMPIND calculation.
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Figure 4. Empirical Cognitive Fragility Curve Across Time Regimes. Blunder probability as a function of remaining time
(binned). Error bars represent 95% Wilson confidence intervals35. A monotonic increase in error rates is observed as available
time decreases, with a sharp escalation in the <10 second regime, indicating a sharp nonlinear increase in error probability
under extreme time pressure.
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Figure 5. Nonlinear effect of remaining time on blunder probability estimated via restricted cubic spline regression (3 knots at
the 10th, 50th, and 90th percentiles of log(time)). The curve confirms accelerating error probability at low remaining time.
Spline model fit (∆AIC = 58.32 relative to log-linear baseline) provides formal evidence of nonlinearity.

Figure 6. Cognitive Fragility Surface Across Time and Positional Ambiguity. Heatmap of empirical blunder probabilities
across time bins and ambiguity categories. Cell shading reflects mean blunder rate; the bottom-left region (<10s and
HighAmb) reveals the highest error concentration, illustrating the nonlinear amplification of risk under simultaneous time
scarcity and positional ambiguity. Sample sizes per cell are provided in Table 2.
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Figure 7. Predicted Blunder Probability Under Extreme and Non-Extreme Time Regimes. Predicted probabilities from the
cluster-robust interaction model across time (continuous) for three representative positional ambiguity levels: 10th percentile
(p10), median (p50), and 90th percentile (p90) of gap_100. Solid lines denote non-extreme time regimes (≥10s); dashed lines
denote extreme time pressure (<10s). The divergence between curves at high ambiguity levels illustrates amplification of error
risk under severe temporal scarcity.

Figure 8. Confusion matrix of the HGB model evaluated at the F1-optimised threshold (t = 0.202). The model achieves a
balanced precision–recall trade-off while maintaining strong discriminative performance.
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Figure 9. Grouped permutation importance (∆AUC, 5-fold GroupCV). Feature groups are aggregated as Ambiguity, Time,
and Player. Error bars represent standard deviation across folds (see Table 9 for exact values).
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Figure 10. SHAP beeswarm plot for the top 10 features (single fold, n = 2,000 positions). Each point represents one position.
Point colour indicates the feature value (red = high, blue = low). The horizontal axis shows the SHAP value: positive values
increase blunder probability, negative values decrease it. log(time) and gap_100 dominate model decisions, with higher
ambiguity (red) and lower remaining time (blue) both associated with increased blunder risk.
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Conclusion
This study demonstrates that human decision-making performance becomes systematically fragile when time pressure and
positional ambiguity coexist. Computationally, the probability of error does not increase linearly; rather, it is amplified under
the joint effect of low remaining time and high engine evaluation gap. The proposed AMPIND quantifies this risk growth in a
measurable and interpretable way, and robustness checks across four model specifications confirm that the amplification effect
is not an artefact of modelling choices. Explainability analyses further confirmed that positional ambiguity and time pressure
are the dominant determinants of model decisions, with player-specific effects playing a secondary role.

This study makes several contributions to human performance modelling. First, it presents a computational model to
study the relationship between time pressure and positional ambiguity in their combined effect on error rate through nonlinear
interaction. Second, it defines AMPIND as a conceptually grounded and cognitively meaningful measure of context-dependent
risk amplification. Third, it illustrates how interpretable machine learning can serve as an important link between prediction
and cognitive theory toward building adaptable decision support systems.

It is recommended that future work include personal details of players like their style of play, level of rating, and fatigue in
order to build better models of vulnerability on a more personalized basis. The inclusion of more variations of time control and
different scenarios will also help validate the generalizability of this framework. This model can be extended to other sequential
decision-making domains, provided domain-specific validation is conducted.
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